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ABSTRACT
Temporally locating and classifying instruments in surgical video is useful for the
analysis and comparison of surgical techniques. This paper aims to apply action seg-
mentation techniques to temporally segment and classify surgical instruments, and
to highlight the utility of this modeling approach through example applications.
This paper shows that the action segmentation transformer (ASFormer) architec-
ture with an EfficientNetV2 featurizer performs significantly better in mean average
precision than any previous approaches to this task on the Cholec80 dataset. The
ASFormer also outperforms Long Short-Term Memory (LSTM) and Multi-Stage
Temporal Convolutional Network (MS-TCN) architectures with the same featur-
izer. This model reduces the need for costly human labeling of surgical video, driving
the development of indexed surgical video libraries and instrument usage tracking
applications. Examples of these applications are included after the results.
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1. Introduction

Video-based assessment (VBA) uses video/audio recordings of procedures to evaluate
and provide feedback on surgeon performance, supporting surgeons in their lifelong
learning (Feldman et al. 2020). Surgeons can upload their cases to online platforms
to analyze and document their cases with a VBA system. An online surgical video
library can help surgeons document and locate their cases efficiently. To enable in-
dexing through a surgical video library, video-based surgical workflow analysis with
artificial intelligence (AI) is one effective solution. Examples of video-based surgical
workflow analysis include surgical phase recognition (Jin et al. 2017, 2021; Zhang et al.
2021b,a; Ramesh et al. 2021; Wang et al. 2022; Kadkhodamohammadi et al. 2022),
surgical gesture and action recognition (Zia et al. 2018; Qin et al. 2020; Kabataş and
Sarıkayaş 2021; Long et al. 2021; Nwoye et al. 2022; Sharghi et al. 2022), surgical event
recognition (Wei et al. 2021; Ban et al. 2022), and surgical instrument segmentation
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and recognition (Liu et al. 2020; Alshirbaji et al. 2020, 2021; Zhao et al. 2022; Yang
et al. 2022). In this paper, we focus on surgical instrument recognition. It can help
with documenting surgical instrument usage for surgical workflow analysis, as well as
indexing through a surgical video library.

Early studies in surgical instrument usage utilized single-frame modeling ap-
proaches, which consider each frame of a video separately. One study utilized hand-
crafted features to train a classifier for surgical instrument recognition (Bouget et al.
2015). Other studies utilized convolutional neural networks (CNNs) to capture the spa-
tial information from video frames to detect surgical instrument presence (Twinanda
et al. 2016; Alshirbaji et al. 2018). With the rise of multi-task learning, researchers pro-
posed to detect surgical workflow and surgical instruments simultaneously (Chen et al.
2018; Jin et al. 2020). Such single-frame models struggle with some common noise fac-
tors. For example, rapid movement of the camera and surgical instruments can cause
motion blur in some frames, and surgical instruments can become occluded due to
blood, smoke, or tissue. Temporal modeling has been used to address these problems
in some recent research for surgical instrument analysis (Colleoni et al. 2019; Alshirbaji
et al. 2020; Kondo 2021). As transformers from natural language processing (Vaswani
et al. 2017) have been increasingly applied to computer vision problems (Dosovitskiy
et al. 2020; Arnab et al. 2021), the ASFormer (Yi et al. 2021) was proposed for video
temporal modeling, outperforming several state-of-the-art algorithms.

In this study, we aim to apply long video segment temporal modeling techniques
for surgical instrument recognition as well as design application use cases with our
accurate surgical instrument recognition model. We investigate applying one of the
state-of-the-art convolutional neural networks called EfficientNetV2 (Tan and Le 2021)
to capture the spatial information from video frames. We also compare three different
approaches to capturing temporal information: LSTM (Hochreiter and Schmidhuber
1997), MS-TCN (Farha and Gall 2019), and ASFormer. Our proposed EfficientNetV2-
ASFormer combination outperforms previous state-of-the-art designs for surgical in-
strument recognition. This new workflow has great application potential for instrument
usage documentation and surgical video library indexing.

2. Dataset

For training and testing of the models, we utilized the Cholec80 dataset created by
(Twinanda et al. 2016). Cholec80 consists of 80 cholecystectomy videos performed by
13 surgeons at the University Hospital of Strasbourg. The videos were captured at
25 fps. The first 40 videos were used for training, and the remaining 40 were used for
testing. The dataset includes both surgical phase and surgical instrument annotations,
which indicate the time intervals during which a phase occurred or during which
an instrument was present. Instruments were defined as present in an image if at
least half of the instrument tip was visible. The instrument categories annotated in
Cholec80 include ”Clipper”, ”Grasper”, ”Hook”, ”Bipolar”, ”Irrigator”, ”Scissors”,
and ”Specimen Bag” as shown in Figure 1.

3. Method

The overview of our workflow is shown in Figure 2. First, we pretrained the feature
extraction network with video frames extracted from the video dataset. Second, we
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Figure 1. The seven surgical instruments annotated in Cholec80

extracted features for each video frame in each video in the dataset with the feature
extraction network. Third, we concatenated frame features to get the video features as
the training data for our action segmentation network. Finally, we trained our action
segmentation network to detect surgical instrument presence.

Figure 2. The overview of our workflow

3.1. Feature extraction network

For feature extraction, we used EfficientNetV2 developed by (Tan and Le 2021). Effi-
cientNetV2 is based on EffientNetV1, a family of models optimized for floating point
operations per second (FLOPs) and parameter efficiency. It uses Neural Architecture
Search (NAS) to search for a baseline architecture that has a better tradeoff between
accuracy and FLOPs. The baseline model is then scaled up with a compound scaling
strategy, scaling up network width, depth, and resolution with a set of fixed scaling
coefficients.

EfficientNetV2 was developed by studying the bottlenecks of EfficientNetV1. In the
original V1, training with very large image sizes is slow, so V2 progressively adjusts
the image size. EfficientNetV2 adjusts the structure of the Inverted Residual Block to
improve training speed. EfficientNetV2 also implements a non-uniform scaling strategy
to gradually add more layers to later stages of the network. Finally, EfficientNetV2
implements progressive learning: data regularization and augmentation are increased
along with image size.

3.2. Action segmentation network

In this paper, we improve upon previous LSTM-based techniques by utilizing state-of-
the-art video action segmentation networks including MS-TCN (Farha and Gall 2019)
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and ASFormer (Yi et al. 2021) for full video temporal modeling as shown in Fig-
ure 3. We feed features from EfficientNetV2 into these action segmentation networks
to compare the temporal modeling approaches.

Figure 3. Action segmentation networks we selected for experiments: (a) MS-TCN (b) ASFormer

3.2.1. MS-TCN

MS-TCN, a recent state-of-the-art architecture in action segmentation, improved on
previous approaches by adopting a fully convolutional architecture for processing the
temporal dimension of the video (Farha and Gall 2019). Because of its convolutional
nature, the MS-TCN can be trained on much larger videos than an LSTM approach,
and it still performs well on both large and small segments. The MS-TCN consists of
repeated blocks or ”stages”, where each stage consists of a series of layers of dilated
convolutions with residuals from the previous layer. The dilation factor increases ex-
ponentially with each layer, which increases the receptive field of the network allowing
detection of larger segments.

The inputs to the MS-TCN are generally class probabilities or features from a frame-
level model trained on the dataset and applied to the video, we use the aforementioned
EfficientNetV2 architecture for this purpose.

3.2.2. ASFormer

As shown in Figure 3 (b), ASFormer has an encoder-decoder structure similar to MS-
TCN++ (Li et al. 2020). The encoder of ASFormer generates initial predictions from
pre-extracted video features. These initial predictions are then passed to the decoders
of ASFormer for prediction refinement.

The first layer of the ASFormer encoder is a fully connected layer that helps to
adjust the dimension of the input feature. It is then followed by a series of encoder
blocks as shown in Figure 4 (a). Each encoder block contains a feed-forward layer
and a single-head self-attention layer. Dilated temporal convolution is utilized as the
feed-forward layer instead of a point-wise fully connected layer. The receptive fields of
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each self-attention layer are constrained within a local window with size w, which can
be calculated by:

w = 2i (1)

where i represents the ith layer.
The dilation rate in the feed-forward layer increases accordingly as the local window

size increases. The decoder of ASFormer contains serials of decoder blocks. As shown
in Figure 4 (b), each decoder block contains a feed-forward layer and a cross-attention
layer. Similar to the self-attention layer, dilated temporal convolution is utilized in
the feed-forward layer. Unlike in the self-attention layer, the query Q and key K in
the cross-attention layer are obtained from the concatenation of the output from the
encoder and the previous layer. This cross-attention mechanism generates attention
weights to enable every position in the encoder to attend to all positions in the re-
finement process. In each decoder, a weighted residual connection is utilized for the
output of the feed-forward layer and the cross-attention layer:

out = α× cross attention(feed forward out) + feed forward out (2)

Where feed forward out is the output from the feed-forward layer, α is the
weighted parameter. We set the number of decoders to 1 and set α to 1 for our
study on the Cholec80 dataset.

Figure 4. ASFormer encoder and decoder block: (a) ASFormer encoder block (b) ASFormer decoder block

4. Experiments

We utilized PyTorch to conduct our experiments on Amazon EC2 P3 Instances. Each
instance is equipped with an NVIDIA V100 GPU that has 16 GB of memory.
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4.1. Evaluation metrics

Precision measures the percentage of positive predictions that are ground truth posi-
tive.

Precision =
True Positives

True Positives + False Positives
(3)

Recall measures the percentage of ground truth positives that are correctly predicted
positive.

Recall =
True Positives

True Positives + False Negatives
(4)

The number of true positives, false positives, and false negatives changes as the
threshold, above which a prediction is considered positive, changes. Average Precision
(AP) summarizes a precision-recall curve as the weighted mean of precisions at each
threshold. The increase in recall from the previous threshold is used as the weight:

AP =
∑
n

(Rn −Rn−1)Pn (5)

where Pn and Rn are precision and recall at the nth threshold. Mean Average
Precision (mAP) is the mean of the AP values for each class.

4.2. Implementation details

For the feature extraction network, we trained EfficientNetV2 with BCEWithLogit-
sLoss on our video data. For training EfficientNetV2, we utilized the SGD optimizer
with a learning rate of 1e-4. We set the weight decay to 1e-5. We set the batch size
to 16 and the total number of epochs to 50. The dropout rate is set to 0.6. For data
augmentation purposes, we resized the smaller side of the frames to 400 pixels and
randomly cropped 384 * 384 patches from them as the training samples. From these
training samples, we randomly selected 15% for frame rotation. We rotated them ran-
domly within 10 degrees. We also randomly selected 10% of the training samples for
the horizontal flip.

For video action segmentation networks, we trained LSTM, MS-TCN, and AS-
Former with Adam optimizer and set the learning rate to 7e-5. We set the batch size
to 1 and the total number of training epochs to 200. The dropout rate was set to 0.5.
For training the LSTM, we used one hidden layer with 512 hidden units. For train-
ing the MS-TCN, we set the total number of stages to 2. We set the total number
of dilated convolution layers at each stage to 8 and the number of feature maps to
128. For training the ASFormer, we utilized one encoder and one decoder. We set the
number of blocks to be 8 and we set the dimension of the first fully connected layer
in all encoders to 64.
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4.3. Results

Using EfficientNetV2 (Tan and Le 2021) as the feature extraction network and AS-
Former (Yi et al. 2021) as the action segmentation network, we develop a com-
bined featurizer-action segementation network called EfficientNetV2-ASFormer. We
compare our EfficientNetV2-ASFormer pipeline with the base featurizer Efficient-
NetV2, EfficientNetV2-LSTM, and EfficientNetV2-MSTCN as shown in Table 1. Our
EfficientNetV2-ASFormer outperforms all of the aforementioned methods for instru-
ment presence detection across every instrument type.

Table 1. Average precision (AP) comparison between our methods for instrument presence detection (%)

Instrument EfficientNetV2 EfficientNetV2-LSTM EfficientNetV2-MSTCN EfficientNetV2-ASFormer

Grasper 87.06 88.91 88.37 89.94
Bipolar 91.35 93.32 95.34 96.99
Hook 98.17 98.61 99.07 99.52
Scissors 87.89 92.98 94.80 95.37
Clipper 96.17 96.86 98.67 98.79
Irrigator 87.33 90.32 93.33 95.01
Specimen bag 95.08 97.31 97.90 98.01

Mean (mAP) 91.87 94.04 95.35 96.23

Our EfficientNetV2-ASFormer outperforms the baseline EfficientNetV2 featurizer
on all instruments. Compared to EfficientNetV2, it achieves a 4% higher overall
mAP, approximately 1% to 3% higher AP for Grasper, Hook, Clipper, and Specimen
bag presence detection, and approximately 5% to 8% higher AP for Bipolar, Scis-
sors, and Irrigator presence detection. Compared with the other two-stage methods,
EfficientNetV2-LSTM and EfficientNetV2-MSTCN, our EfficientNetV2-ASFormer im-
proves approximately 1% to 2% in terms of mAP. Our EfficientNetV2-ASFormer
outperforms EfficientNetV2-LSTM by approximately 1% to 5% in terms of AP
for all instrument presence detection. Our EfficientNetV2-ASFormer outperforms
EfficientNetV2-MSTCN by approximately 1% to 2% in terms of AP for Grasper,
Bipolar, and Irrigator presence detection.

Besides calculating mAP across all videos on the full test dataset, we also calcu-
late mAP video by video in the test dataset for our methods. We present them in
the format of mean ± standard deviation. The mAP score for our EfficientNetV2-
ASFormer is 96.50% ± 3.16%. The mAP score for our EfficientNetV2-MSTCN is
96.08% ± 3.32%. The mAP score for our EfficientNetV2-LSTM is 94.48 % ± 3.56%.
We employ the Wilcoxon Sign-Ranked Test between different methods with per-video
mAP. A p-value ≤ 0.05 is considered statistically significant. The differences in per-
video mAP between EfficientNetV2-ASFormer and EfficientNetV2-MSTCN and be-
tween EfficientNetV2-ASFormer and EfficientNetV2-LSTM are statistically significant
with p-values of 0.02311 and 7.047e-8 respectively.

We compare the average precision (AP) between our method and other state-of-
the-art methods for instrument presence detection in Table 2.

We evaluate our methods against ToolNet (Twinanda et al. 2016), EndoNet
(Twinanda et al. 2016), Endo3D (Chen et al. 2018), MTRCNet (Jin et al. 2020),
and LSTM-video (Alshirbaji et al. 2020). EndoNet, Endo3D, MTRCNet, and LSTM-
video utilize surgical instrument annotation data and surgical workflow annotation
data for multi-task learning techniques to achieve instrument presence detection and
surgical workflow recognition together while ToolNet and our method utilize surgi-
cal instrument annotation only. Our EfficientNetV2-ASFormer outperforms all of the
above-mentioned methods for surgical instrument presence detection except for ir-
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Table 2. Average precision (AP) comparison between baseline methods and our method for

instrument presence detection (%)

Instrument labels ToolNet EndoNet Endo3D MTRCNet LSTM-video Ours

Grasper 84.7 84.8 71.32 84.7 86.18 89.94
Bipolar 85.9 86.9 69.72 90.1 94.72 96.99
Hook 95.5 95.6 87.81 95.6 99.23 99.52
Scissors 60.9 58.6 87.33 86.7 80.89 95.37
Clipper 79.8 80.1 95.12 89.8 96.13 98.79
Irrigator 73.0 74.4 96.43 88.2 85.85 95.01
Specimen bag 86.3 86.8 94.97 88.9 94.26 98.01

Mean (mAP) 80.9 81.0 86.10 89.1 91.04 96.23

rigator presence detection, in which Endo3D achieved the highest AP. Compared to
LSTM-video, the current state-of-the-art two-stage method, EfficientNetV2-ASFormer
improves approximately 5% in terms of mAP. Our EfficientNetV2-ASFormer outper-
forms LSTM-video by approximately 2% to 4% in terms of AP for Grasper, Bipolar,
Clipper, and Specimen bag presence detection. EfficientNetV2-ASFormer outperforms
LSTM-video by approximately 9% in terms of AP for Irrigator presence detection and
approximately 14.5% in terms of AP for Scissors presence detection. These results
demonstrate that our EfficientNetV2-ASFormer achieves the new state-of-the-art re-
sults on the Cholec80 dataset.

Figure 5. Colour-coded ribbon illustration for surgical instrument recognition results:

(a),(c),(e),(g),(i),(k),and (m) are EfficientNetV2-ASFormer prediction results (b),(d),(f),(h),(j),(l), and
(n) are Ground Truth

We visualize the prediction results of our EfficientNetV2-ASFormer for four test
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videos in Figure 5. It is clear that our EfficientNetV2-ASFormer can detect surgical
instrument presence accurately, especially for long segments. We also see some short
segment errors occur in our EfficientNetV2-ASFormer prediction results. In applica-
tion, when the surgical instrument usage segments are provided to the surgeons, these
short segment errors can distract surgeons and sometimes can lead to a poor user expe-
rience. Similar to Prior Knowledge Inference (PKI) (Jin et al. 2017) and Prior Knowl-
edge Noise Filtering (PKNF) (Zhang et al. 2021c) algorithms, filtering algorithms can
be applied here to filter short segment errors. While some correct predictions might
also get filtered out, surgeons will still get most of the correct segments.

Samples of prediction errors for our EfficientNetV2-ASFormer model are shown in
Figure 6. In image 1, our model fails to detect the presence of the Grasper. This is
likely due to motion blur and occlusion of the instrument. In image 2, our model fails
to detect the presence of the Irrigator. This could be because the Irrigator instrument
tip is not fully present in the frame. In image 3, our model detects the presence of a
Grasper and a Specimen bag, while the image only contains a Grasper. However, there
is a Specimen bag off-screen that is present in nearby frames. This prediction error is
likely due to temporal smoothing by our model. In image 4, our model misclassifies
the Scissors as the Gasper. This is likely due to the Scissors being used at an angle
that is difficult for our model to recognize well.

Figure 6. Prediction error sample images for EfficientNetV2-ASFormer

5. Applications

We envision three important applications of our EfficientNetV2-ASFormer surgical
instrument recognition model (see Figure 7).

Firstly, we plan to develop a surgical instrument navigation bar to show a timeline of
when instruments were used during a surgery (see Figure 7 a). When surgeons review
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Figure 7. Application examples for our surgical instrument recognition model: (a) The surgical instrument

navigation bar (b) AI-based intelligent video search with keywords (c) Surgical instrument usage documentation

and comparison

their cases on an online platform, they can utilize a surgical instrument navigation bar
and a surgical step navigation bar to move to time periods of interest in the video in
a more efficient manner. This will provide surgeons with a visual correlation between
their instrument usage and key moments of the surgery.

A second potential application is an AI-based video search with keywords (see Fig-
ure 7 b). Labeling and tagging videos is necessary for the search system of online video
libraries. With different deep learning models, videos can be automatically tagged with
keywords. For instance, surgical workflow recognition models can tag surgical steps
automatically, while our surgical instrument recognition model can tag surgical in-
strument usage. With multiple different deep learning models working together, users
could search by procedure type, surgical step, surgical event, and/or surgical instru-
ment to locate videos or video segments in a large online video library effectively.

A third potential application is the documentation and comparison of instrument
usage across multiple videos (see Figure 7 c). With accurate instrument recognition
models, instrument usage time can be documented automatically for surgeons. Sur-
geons can get their average usage of the instruments and compare them with other
surgeons. These benchmarks, combined with surgical steps, can help surgeons identify
differences in their practice versus their peers.

6. Conclusion

In this paper, we implement a two-stage method that utilizes EfficientNetV2 as the
feature extraction network and ASFormer as the video action segmentation network
for surgical instrument recognition. We compare our EfficientNetV2-ASFormer with
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EfficientNetV2, EfficientNetV2-LSTM, EfficientNetV2-MSTCN as well as other state-
of-the-art methods with the Cholec80 dataset. Our EfficientNetV2-ASFormer achieves
96.23% mAP and outperforms LSTM-video, the current state-of-the-art two-stage
method, by approximately 5%. Our EfficientNetV2-ASFormer also outperforms other
two-stage methods we implemented by approximately 1% to 2% in terms of mAP.
This demonstrates our EfficientNetV2-ASFormer can achieve the new state-of-the-art
result and is satisfactory for application purposes.

Using our accurate surgical instrument recognition model, we design three appli-
cation use cases: a surgical instrument navigation bar, an AI-based intelligent video
search system for online surgery video libraries, and a surgical instrument usage doc-
umentation and comparison system.

For future work, we will annotate more videos in different procedures for surgical in-
strument recognition. We will also investigate new network architectural advancements
including implementing new customized transformers for surgical instrument recogni-
tion. We will train surgical instrument recognition models and test the aforementioned
applications with a large dataset of surgical videos from our internal surgical video
library.
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